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Abstract. This article describes a simulator and human-robot interface for the POP-
EYE audio-visual robot platform. The availability of the simulator accelerates the re-
search of human inspired active vision in three dimensions as we can use the simulator
instead of the real robot for the development of software and algorithms, and later to
work on the real robot we just add a software component that represents the robot to
validate the algorithms.
We present the software components that enables both the simulation of the robot as
well as the interaction with the real robot. Our simulated models of cameras are modeled
with real camera parameters and in the article we describe how to convert the camera
matrices to OpenGL matrices and how camera distortion and other post capture filters
and image processing can be applied.
This work is distributed on-line with a LGPL 3 license.
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1 Introduction

In order to study and develop models of active visual attention the POPEYE audio-visual
robot platform was developed. This robot is able to emulate some of the degrees of free-
dom of a human head, and also the visual and auditory senses with the help of carefully
placed cameras and microphones. The POPEYE robot has four rotational degrees of free-
dom namely: neck pan, neck tilt and eyes pan, that are moved symmetrically to achieve eye
vergence.

In this article is introduced a software that can act as simulator and also as a human-robot
interface for the POPEYE platform, and was developed with the goal of studying active vi-
sion. The motivation to develop the simulation part of this software is that the visual attention
models that we plan to study depend on the reactions of the robot, i.e. they require the robot
to respond to stimuli from the environment, and this cannot be achieved offline, by using
previously logged data or data sets. As Ruzena Bajcsy wrote back in 1985: “Active sensing is
the problem of intelligent control strategies applied to the data acquisition process which will
depend on the current state of data interpretation including recognition”. Using a simulator
as other advantages such as reducing the dependency of the robot hardware for the evolution
of the research in the algorithms, that can be tested and validated in simulation, prior to the
implementation on the real robot, which in our case is just another software component that
is added to the software framework.

This software is part of ERF described in [1] and distributed in [2].



1.1 Hardware Description

Our robot uses AC brush-less motors (sinusoidally controlled) and is depicted in Fig. 1. The
robot is small and therefore good for its installation on a mobile platform.

The cameras on the robot are the Flea2 cameras from PointGrey. These are fire-wire color
cameras based on a Sony 1/3” progressive scan CCD that can capture with resolutions up to
1024× 768 at 30Hz. The lens used have a focal length of 6mm.

Fig. 1. A picture of the POPEYE robot.

1.2 Paper Structure

This article is organized as follows. Section 2 presents the related work. Section 3 presents
the kinematic properties of the robot and how the interface interacts with them. Section 4
describes the modelling of the real world image formation in OpenGL. Section 5 describes the
software architecture of the components. Section 6 presents a demonstration of the simulator.
Future improvements are suggested in Section 7. Final remarks are given in Section 8.

2 Related Work

One of the simulators that are part of the Player [3] project, is Gazebo [4], and like Player
it is oriented towards mobile robotics research. Gazebo is built on top of the Open Graphics
Rendering Engine (OGRE) which provides an abstraction layer over OpenGL or Direct-X.
That layer makes some processes easier but locks out the direct access to OpenGL as well as
important OpenGL features, like the ability to work with non-power of two textures(NPOTT).
This is a drawback since NPOTT is the format used in most computer vision processing. The
Gazebo simulation models are represented with physics and collision detection, which, when
not needed are an extra computational load.

When simulating computer vision, gazebo provides two interesting devices for image
capture, they are a stereo rig with two cameras glued together without any degrees of freedom,



and also a single camera device, which however does not capture using real camera intrinsic
parameters, instead it just uses the field of view, which is not adequate for representing a
computer vision camera or to compare with images obtained from the real world.

Gazebo only serves the purpose of simulation, i.e. it cannot double as a human robot in-
terface, which our software can, with just the exchange of simulated by real robot modules.
Because our architecture is modular we can do image processing right after the image acquisi-
tion module, which in gazebo would require the marshaling of the message and transmission
over shared memory to Player, just prior to the processing the images. That procedure in-
troduces significant undesirable delays. In [5] is described a multi-robot surveillance system
simulated in Gazebo that further describes the use of Gazebo in a computer vision scenario.

Another 3d mobile robotics simulator is usarsim [6]. This simulator is based on the com-
mercial unreal engine and only available on the commercial windows operating system. It
provides a simulator for mobile robotics, but the image capture is done in a separate program
that captures images from the simulator and serves those images to client programs.

Other simulators that are mentioned in the bibliography but are not maintained or avail-
able are [7] that is a Java application embedded in a web server and uses povray to render
images from a simulated 3d world, and therefore is not capable of working on-line; and
Robomax [8] which is a commercial software based on the webbots commercial simulator.

In [9] is described a simulator for acquiring images from a single simulated camera with
given camera parameters it also describes the simulation of lens distortion, whoever this sim-
ulator is not available for download. That simulator was developed for the sole purpose of
testing camera calibration and surface reconstruction algorithms using synthetic data.

3 Robot Kinematics

To control the robot there are two options, using direct kinematics and inverse kinematics.
The following GUI operations are used for controlling the direct and inverse kinematics:

– Direct kinematics: the user can specify direct kinematics by clicking and dragging the
robot joint he wants the robot to move and the joint will rotate by and angle that is
proportional to distance dragged with the mouse.

– Inverse kinematics: to specify the point in the world that the robot will fixate, the user
should click on a 3d point in the semi-sphere that surrounds the robot. The clicked point
is the point to fixate.

To fixate a point, for simplification purposes we assume the cyclopic eye as the center of
the robot referential, and then we proceed to adjust the angles. The angles of the joints are
adjusted by first setting the angle of the neck pan, then the angle of the neck tilt and finally the
eye vergences symmetrically. This geometry is only possible if the eyes of the robot perform
pure rotations along the tilt and vergence axis, which in case of the real robot may require
fine tuning of the slider along the axis of the eye. The formulas that describe the process are
the ones in appendix A.

4 Capturing Images in OpenGL

The pinhole camera model is the simplest model of describing perspective projection. In this
model, the camera has an infinitesimal small hole through which light enters, and a plane on
which the light entering through this hole forms an inverted image. Due to its simplicity and



power to model natural phenomena, pinhole camera model is used in most of the computer vi-
sion and computer graphics applications. In these applications, the projection plane is placed
between the object and the center of projection, so that a non-inverted image is obtained.

In computer vision, the pinhole camera model is interpreted to model real camera pa-
rameters, these parameters are deployed in a matrix known as intrinsic parameter matrix that
we will denote by Ki. The parameters are such as focal length f , horizontal Sx and vertical
Sy pixel scales, image center (ox,oy), width w and the height h of the image, and (radial)
lens distortion λ. Given a world point, the coordinates of the point are transformed to camera
coordinates using a set of camera parameters which is known as external camera parameters.
This transformation is a combination of rotation and translation from the center of our world
frame to the current frame, and are described in appendix A.

4.1 Camera Parameters in OpenGL

To acquire images from the simulator it is necessary to convert the camera intrinsic parame-
ters matrix to an OpenGL projection matrix P . This matrix is obtained by a complex process
that involves the pinhole camera matrix and the OpenGL viewport and frustum matrices,
which results in the following formula:

P =
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where λ is equal to 1 and the 29 factor results from setting the depth to a 210, so that the
Z − far shows a maximum number of visible objects.

It is also possible to get the camera intrinsic parameters from the OpenGL camera. Defin-
ing the OpenGL projection matrix P with variables as matrix elements:

P =
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it is possible to define theKi parameters using the OpenGL projection matrix P elements
with the following system: 
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where w and h are the dimensions of the viewport parameters.
Finally to position the cameras in the 3d OpenGL world, the matrix transformations of

appendix A.1 are performed in the OpenGL modelview matrix for each robot eye.

4.2 Fixating a Point in 3d Space

Given the intrinsics of the cameras and corresponding points in both images, the coordinates
of the 3D point can be triangulated by projecting rays from each camera optical center passing



by the pixel that corresponds to that 3d object. To calculate the minimum distance between
the rays we take the line segment that spans the minimum distance between the projected
rays and we compute the middle point of that line segment and use it as approximation of the
desired point to fixate. The geometry of this method is detailed in [10].

5 Software Architecture

Our software is built on top of the experimental robotics framework (ERF), which is a set of
libraries for composing robotics applications, i.e. it glues software components together.

Important features of ERF for computer vision are 1) the support for the OpenGL GLSL
shaders, this feature is important for allowing the execution of programs in the graphics pro-
cessing unit (GPU) therefore increasing the processing speed and reducing the CPU load;
2) the support for multiple types of cameras, simulated, local cameras, remote cameras, and
stereo cameras (bumblebee from Pointgrey).

5.1 Operations in OpenGL

The simulator runs in three major stages that are: 1) render the 3d world; 2) capture images
from cameras and 3) display the captured images.

1. world rendering is where the world entities are placed according to their 3d frames. These
entities range from cameras, to models of mobiles robots, 2d pictures or 3d models. In
this stage our robot is rendered with the eyes/cameras attached to its left and right eye
frames respectively.

2. camera capture, in this stage both capture plugins will visit the plugins that drawn in
the world window, and once again render these plugins, but this time they will render
through the FBO to a texture instead of rendering to the display. To perform this each
one capture plugin does the following: 1) binds the FBO and redirects rendering to an
OpenGL texture that is in the PBO; 2) adapts the OpenGL projection matrix to the camera
intrinsic parameter matrix; 3) moves (translates and rotates) to the pose specified by the
camera extrinsic parameters; 4) disables the OpenGL picking; 5) renders each plugin in
the 3d world.

3. capture display, finally to show the captured images, the images are rendered directly
from the PBO both to a separate 2d window and to a 2d plane in the robot 3d world. This
2d planes in the world can be moved across the viewing frustum for a better understand-
ing of the image formation.

5.2 Software Components Layout

Our simulation application is composed of a mixture of computer graphics and computer
vision components, as can be seen in Fig. 2. The components herein are sorted and described
by the order they are executed:

– lights: global lighting to the OpenGL scene.
– ground: a plane with an optional grid that also serves as a base for moving the 3d objects.
– camera3d: just the position frame of the camera. This simulation requires two camera3d

components representing our robot cameras, that are attached to the POPEYE robot head.



Robot Hardware:Robot Hardware:Virtual World:Virtual World:

3D movable models:3D movable models:
- Objects, 2d images, static persons

ActionAction
- Make the virtual POPEYE robot 
look at point of interest in 3d space

Image Acquisition libdc1394:Image Acquisition libdc1394:
libdc1394 – synchronized acquisition

Camera3D:Camera3D:
- Contains intrinsics and extrinsics
camera parameters
- Attaches the camera nodes to the 
Stereo Head nodes

Stereo Head:Stereo Head:
- robot joints with angular limits
- 3d model of the robot

Image Acquisition FBO:Image Acquisition FBO:
- Captures images from the
Camera3D using the OpenGL FBO

Camera Display:Camera Display:
- Renders the captured image both 
into a 2D window and a 3D plane

POPEYE Robot Positioning:POPEYE Robot Positioning:
- adjusts the angles of motors of the 
POPEYE robot equal to the 
joints of virtual robot.

Post-acquisition Effects:Post-acquisition Effects:
- Distortion, white noise, motion blur

Pre-processing Effects:Pre-processing Effects:
- Un-distortion, median filter, 
image sharpening, etc

Perception / Attention processingPerception / Attention processing
- People/Object Motion tracking
- Classification of new entities
- 3D Representation of perception

Fig. 2. A cascade flowchart of the simulator/HRI configuration. Components on the left block
are part of the robot simulation and on the right are strictly hardware ones. Components on
the middle are shared between simulation and the real robot.



– modelLoader: will load the 3d objects into the world. The example given herein loads
requires eight of this components to load all the 3d objects, including the portraits. The
application reuses loaded objects in order to save resources, so the human pose model in
the example is only loaded once.

– stereoHead: provides the click-able joints and a 3d dome for the kinematics of the robot,
also provides attachment frames for the cameras3d and loads a 3d model of our robot.

– cameraCapture: this component holds the intrinsic parameter matrix Ki of the camera
and renders once again the 3d scene but this time to a texture in the PBO using the FBO.
In this simulation two of these components are used.

– cameraDisplay: will get the captured texture from cameraCapture and will project the
texture to a plane. The component can also show the frustum of the camera, and allows
for dragging the texture plane along the camera frustum, which helps visualize the image
formation. In this simulation two of these components are used.

– featuresHaar: this component identifies objects using the Haar objects detector provided
in OpenCV. The component emits a signal with the rectangles where the objects were
detected and the camera where they were detected. Our experience has proved that this
component should be used together with some other tracking algorithm, to compensate
for movements of the objects in the 3d world that provoke affine transformations or sim-
ply show perspectives of the object that the haar cascade was not trained for, we compen-
sate for this by also tracking the color of objects with the camshiftTracking component.

– camshiftTracking: this component receives the signal from the featuresHaar and initial-
izes a color tracking procedure. It them emits a signal containing a rectangle where the
object was last detected and the camera that identified the object.

– triangulation: this component receives the positions of the detected objects and the cam-
eras associated with them and based on the camera extrinsics and intrinsic parameters
will find the 3d position of the objects. It them emits a signal with that 3d position that
will be used to update the inverse kinematics target of the stereoHead component.

– popeyeRobot: this component represents the real robot and its goal is to adjust the joints
of the real robot to the same values of the virtual robot of component stereoHead. It also
does validation of the values of the joint to assure the integrity of the robot.

5.3 The Texture C++ Class

This class describes an image in ERF, besides image data it holds information about the cap-
tured image that allows the interoperability between OpenGL and OpenCV. Two important
considerations have to be taken in account when using both OpenGL and OpenCV and run-
ning algorithms in the CPU and GPU: we must consider the image coordinate system, and
the current location of the image, either the GPU or the CPU, the latter is solved with a flag
stating the current location of the image. The problem or coordinate system is that image
coordinates in computer graphics differ from the image coordinates in computer vision. In
OpenCV image coordinates the Y zero is in the top of the image while and OpenGL uses
the world coordinates Y zero is in the bottom of the image. Although OpenCV IPLimage
C++ class has a flag that states which coordinate system the image is using, we have noted
that some of the OpenCV algorithms ignore that flag. This adds a design requirement for the
development of components that make use of OpenCV to always verify if the image is using
the correct coordinate system before the algorithm is applied. To speed up the flipping of the
image we developed a OpenGL Shading Langunage shader that is very fast at flipping the
image.



5.4 General Implementation Details

Messages other than image data are communicated by passing text encoded XML messages
between components. These XML messages can be of two types, signals and methods. Sig-
nals are one-to-many messages without replies that components can subscribe to during the
initialization stage, signals are mostly used to notify of system changes or the arrival of new
data. Methods are one-to-one messages with replies that allow a component to query or exe-
cute commands on other components.

We have chosen to draw the camera frustums and projection planes as world objects
so that other cameras could also see them, this help to understand the multiple view image
formation.

5.5 OpenGL Extensions Used

The image acquisition from a 3d OpenGL scene is performed using the Frame Buffer Ob-
ject(FBO) OpenGL extension. This extension allows a scene to be rendered directly to texture
memory, instead of being rendered to the front or back buffers.

Another extension used is the PBO(Pixel Buffer Object). The PBO is required in order to
use the full bandwidth available of the graphics card to download and upload textures from
and to the graphics card memory.

6 Demonstration of the Simulator

The example we are presenting involves the detection, tracking and fixation of a portrait of
a person. The detection is done using a boosted cascade of features [11] trained for face
detection, the tracking of the selected region is done with camshift [12], and the fixation is
performed using the triangulation procedure described in chapter 4.2.

In this scenario we have scattered on the 3d world some portraits of persons and also a
cat (that acts as a false positive for human face detection) and also some 3d models just to
demonstrate the capability of loading 3d models.

In Fig. 3 a) the closest face is detected and a circle is drawn around the area of the texture
that it occupies, this procedure requires the execution of OpenCV algorithms on a OpenGL
texture. In Fig. 3 b) the robot is already oriented towards the detected object.

The 3d models we modeled in Blender and Makehuman (used for modelling 3D human
poses) and were imported with ERF in the obj format.

7 Future Work

This section includes the improvements we will be making to our software to make it more
versatile, and also suggest some research topics in active vision.

7.1 Software Improvements

The following developments are useful for future research:

– create a component that enable the scripting of motions of 3d objects in the world.
– further integrate different computer vision, robotics, machine learning and other libraries

besides Player and OpenCV in our environment.



(a) (b)

Fig. 3. A use case demonstrating the fixation of a 3d structure, in this case a face. In (a) is de-
tected the closest face, and is demonstrated some of the features of the GUI like displaying the
camera planes before or after the camera, displaying the camera frustums, the world models,
and the items that show the possibilities of each component. In (b) the robot fixates the face,
it is possible to see both rays that were projected from each camera and their interception, the
robot joints also rotated towards the face.

7.2 Perception and 3D Reconstruction

– feature matching with varying baseline, or what algorithms can identify matching fea-
tures with increasing baseline distances, an example is [13] where is described a stereo
vision attention model that is able to resolve conflicts between the two eyes resulting
from occlusion or large disparities.

– spatial exploration and mapping with inhibition of return (IOR) [14] - i.e. bias against
returning attention to previously attended location - using the robot vergence to simulate
the behavior of humans.That coupled with a two stage attention model such as the one
in [15], where the first stage processes the whole image and find zones of interest and the
second processes only the most interesting zone. This architecture reduces the compu-
tational load of typical attention models. In the latter article is also address the problem
of dynamic IOR, by binding saliency information to a small number of recently selected
moving objects.

– implement models of other lens such as the fish-eye that present a wider field of view.
– attempt 3d reconstruction using the trifocal tensor from a mix of camera views.

8 Conclusion

In this article we presented a simulator for research in active vision. The simulator can acquire
images from one or more simulated or real cameras and displays the images according to the
intrinsic and extrinsic parameters of the cameras, that we also explain how to obtain.

This simulator is created from scratch in OpenGL, and does not make use of other
game/graphics engines like the other simulators in the bibliography. Because it is developed
directly over OpenGL the user is not required to learn another API and all of the OpenGL
features are exposed to the programmer.



Because this software is part of the ERF framework for computer vision and robotics, it
is also possible to use other components developed for this framework that will add to the
possibilities of the simulation.

The software is available in the Internet with a LGPL3 license, and can be download from
the miarn [2] site.
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Fig. 4. The kinematic geometry of our robot.

A Kinematics

A.1 Direct Kinematics

We make the following assumptions in order to simplify the calculus:

– The center of the head is the cyclopean eye, so D = 0
– The eyes rotatation is pure (no translation from the parent frame is involved) so ∆l = 0

and ∆r = 0
– the fixation is symmetric, so θl = −θr .

The following transformations relate the pose of the robot eyes to axis of the world:

nTc =


1 0 0 0
0 cos(θt) −sin(θt) D
0 sin(θt) cos(θt) 0
0 0 0 1

 (4)

cTl =


cos(θl) 0 sin(θl) B

0 1 0 0
−sin(θl) 0 cos(θl) 0

0 0 0 1

 (5)

cTr =


cos(θr) 0 sin(θr) −B

0 1 0 0
−sin(θr) 0 cos(θr) 0

0 0 0 1

 (6)



lTcaml
=


−1 0 0 0
0 −1 0 0
0 0 1 ∆l
0 0 0 1

 (7)

rTcamr
=


−1 0 0 0
0 −1 0 0
0 0 1 ∆r
0 0 0 1

 (8)

cTf =


1 0 0 0
0 1 0 0
0 0 1 B

tan(θr)

0 0 0 1

 (9)

The frame {f} is attached to the fixation point, and always has the same orientation of
the frame {c}.

A.2 Inverse Kinematics

Given a point in 3d world space it is possible to have the robot fixate the 3d point using the
equations that follow. The position of the fixation point in the frame {b} :

xb = Bsin(θp)cos(θt)
tan(θr)

yb = −Bsin(θt)
tan(θr)

zb = Bcos(θp)cos(θt)
tan(θr)

(10)

Equations for the eyes, θr (right eye) and θl (left eye):

(x2
b + z2

b ) = B2cos2(θt)
tan2(θr)

tan2(θr) = B2cos2(θt)
(x2

b
+z2

b
)

θr = tan−1

(
Bcos(θt)√
(x2

b
+z2

b
)

)
θl = −θr

(11)

Equations for θp (pan): { xb

zb
= tan(θp)

θp = tan−1
(
xb

zb

) (12)

Equations for θt (tilt): 
yb√
x2

b
+z2

b

= −tan(θt)

θt = tan−1

(
− yb√

x2
b
+z2

b

) (13)
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